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ABSTRACT

Multi-hop Knowledge Graph Question Answering (KGQA) aims to retrieve answer entities from a Knowledge
Graph (KG) through multi-step reasoning. Existing methods based on Graph Attention Network (GAT) can
enhance the directionality of reasoning by capturing the dependency of relational paths, but they lack deep inter-
action among questions, entities, and relations in node information transmission and update, which often leads to
feature transmission deviation and a decline in reasoning accuracy. To this end, this paper proposes a Question-
aware Dual-link Graph Attention Network (QDGAT). QDGAT innovatively defines the interaction mechanisms
between questions and relations, as well as between questions and entities, based on the dual-link architecture. It
adds relation constraints in the entity-question interaction to compensate for the interaction limitations of isolated
entities and accurately quantifies the importance of neighboring entities. It introduces question-semantics-guided
dynamic entity encoding to construct accurate representations of entities by strengthening relevant features and
suppressing noisy features. Through the dual-link GAT architecture, feature transmission and node update are
integrated cooperatively to construct a high-precision reasoning graph. Experiments on two popular multi-hop
KGQA datasets show that our method achieves a significant performance improvement compared with previous
advanced technologies.

1. Introduction

Knowledge Graph (KG) represents entities and their relations in a

querying it through natural language remains a long-standing challenge
[12,16].
Existing studies on KGQA can be broadly categorized into two

structured graph form, where nodes correspond to entities and edges
denote the connections between them. Knowledge Graph Question
Answering (KGQA) aims to answer natural language questions based on
the information encoded in a KG. The core challenge lies in accurately
interpreting the semantic intent behind the question and aligning it with
the structure and relations in the KG for answer retrieval or reasoning.
However, due to the large scale and high structural complexity of a KG,
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paradigms: Semantic Parsing-based (SP-based) methods and Information
Retrieval-based (IR-based) methods. SP-based methods convert natural
language questions into a structured format, and retrieve answers by
virtue of predefined rules and query engines [43,44]. This approach is
highly dependent on supervised data, making it difficult to adapt to a
multi-domain or dynamically updated KG. IR-based methods typically
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start by identifying key entities in the question as the entry points.
They then retrieve the relevant nodes and relations within the multi-hop
neighborhood of these entities to construct an inference subgraph that
captures potential reasoning paths. Finally, answers are derived through
path ranking or feature matching techniques [3,41]. This approach elim-
inates the need to explicitly generate logical forms, thereby reducing
dependence on large-scale annotated data, and has consequently become
the mainstream line of research. Nevertheless, for multi-hop questions
involving complex semantics, such methods still encounter challenges,
including difficulties in controlling the state of intermediate nodes and
the accumulation of errors during information propagation [15].
Extensive investigations have been conducted to enhance the multi-
hop question reasoning capability of IR-based KGQA systems. He et al.
[8] pointed out that long relational paths are prone to spurious rea-
soning due to the absence of intermediate feedback. To address this
issue, they proposed a bidirectional reasoning approach that learns the
distributional characteristics of intermediate entities, effectively allevi-
ating reasoning bias. Zhang et al. [46] further observed that traditional
methods tend to ignore inter-path dependencies when constructing com-
plex relational paths, leading to ambiguous reasoning directions. To this
end, they proposed QRGAT, a method based on the Graph Attention
Network (GAT) [38], which modifies the standard GAT to capture de-
pendencies among different relational paths. An example showing the
relational path of the QRGAT model is given in Fig. 1. The model sig-
nificantly improves the performance of handling complex questions and
provides a new perspective for GAT-based KGQA research. Meanwhile,
we choose GAT as our basic framework because it offers unique ad-
vantages for KGQA compared with Transformer-based or generative
models. First, GAT is naturally compatible with the graph structure of
knowledge graphs, which aligns well with the core demand of KGQA
to model entities and their relational dependencies. Second, it provides
explicit and interpretable attention weights, enabling clear tracing of
multi-hop reasoning paths. Third, GAT-based models are more efficient
and lightweight, making them more suitable for large-scale knowledge
graph inference. However, the application granularity of existing GATs
remains relatively coarse, mainly reflected in the lack of in-depth inter-
action among questions, entities, and relations in the node information
transmission and update process of GAT models. This deficiency leads
to biased importance estimation of reasoning paths, which affects node
information transmission and update, and ultimately results in insuffi-
cient accuracy in inference graph construction. For example, QRGAT
evaluates the importance of neighboring entities through the interac-
tion between questions and entity connection relations. Nevertheless,
it assigns equal weights to neighboring entities connected by the same
type of relation, obviously ignoring the semantic differences of different
entities in the same question. Such weight assignment bias tends to cause
deviations in feature information transmission, exacerbate the deviation
of reasoning paths as their length increases, and significantly affect the

star in movie

Sarah Johnson

Fig. 1. Relational paths of the question (circles and arrows represent entities
and relations, respectively).
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precision of multi-hop inferential reasoning. To tackle this problem, we
propose a Question-aware Dual-link Graph Attention Network (QDGAT)
for multi-hop KGQA.

For triples (e,r,n) in the KG, where e represents the key entity in
question Q, n represents the neighboring entity of e, and r denotes the
connecting relation, as well as their corresponding semantic represen-
tations e(Q), e(r), and e(n), the research motivation of this paper is
based on the core limitations of existing GAT-based multi-hop KGQA
methods, which are specified as follows: First, we argue that in GAT-
based inference, questions, relations, and entities should be modeled
collaboratively for feature information transmission and node updates,
thereby constructing an accurate inference graph at a fine-grained level.
As shown in Fig. 1, for the question “What movies have the actress who
is an alumnus of West Reading El Ctr a part of?”, among the neigh-
boring entities of the key entity “West Reading El Ctr”, even if they
share the same “alumnus” relation with this key entity, different entities
(“Taylor Swift” and other irrelevant alumni) exhibit significant differ-
ences in their semantic contributions to the question. To address this
issue, we propose a dual-link evaluation mechanism that models the
interactions of “question-relation” and “question-entity”, respectively,
with their formal definitions as follows:

W, = F, (e(Q).e(r), W, = F, (e(Q),e(n))

Among them, W, and W, are both weights of the feature information
transmitted from entity e to entity n, and F, and F, represent semantic
fusion functions. In the dual-link mechanism, we guide the transmis-
sion of entity information based on W, and W,, and update the entity
representation by fusing the feature information transmitted through the
two links. This method injects question semantics into information trans-
mission and node updates from both relational and entity dimensions,
thereby improving the accuracy of the inference graph.

Second, we further argue that entity representations should be dy-
namically enhanced to accurately assess entity importance. Existing
studies [8,46] usually aggregate all surrounding relations of an entity
indiscriminately to construct its embedding, which easily introduces
bias in the evaluation of entity importance. For example, in Fig. 1, the
relations “alumnus” and “star in movie” of the entity “Taylor Swift”
are highly relevant to the question, while “age” and “hometown” are
irrelevant noise. Aggregating these relations without distinction can
distort the estimation of entity importance. To address this issue, we
propose a question-semantic-guided dynamic entity encoding method,
which dynamically strengthens relations that are semantically relevant
to the question while suppressing irrelevant ones. This enhances the task
adaptability of entity representations and aligns entity semantics more
closely with the question context.

Third, the dual-link framework proposed in this paper requires ac-
curate characterization of the importance of neighboring entities, but
this cannot be achieved solely by relying on the semantics of neighbor-
ing entities. As shown in Fig. 1, although the neighboring entity “Sarah
Johnson” is semantically related to “movie”, its “collaborate with” re-
lation with the key entity “West Reading El Ctr” does not belong to the
“alumnus” logical chain that is core to the question. Therefore, the im-
portance of a neighboring entity must be determined jointly by its own
semantics and its relation with the key entity. To address this, we pro-
pose an “entity-question” interaction technique constrained by specific
relations: The importance weight of the specific relation connecting to
the key entity is integrated into the construction of W,. This integration
enables F, to account for entity importance while being constrained by
the importance of the specific connecting relation, thereby confining
the entity-question interaction within the scope of the specific relation
constraint. This approach addresses the limitation of interactions be-
tween isolated entity features and question semantics, and it effectively
enhances the accuracy and reliability of interaction.

In summary, to address the insufficient accuracy of inference graph
construction in existing GATs for KGQA tasks, this paper proposes
QDGAT (question-aware dual-link graph attention network). This model
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constructs a dual-link inference architecture of “question-entity” and
“question-relation”. Guided by question semantics, it evaluates the
importance of neighboring entities from both entity and relation dimen-
sions and guides the transmission of feature information, providing core
support for the accurate construction of inference graphs. Meanwhile,
it filters the contextual relations of entities based on question seman-
tics, enhances relevant relations and suppresses irrelevant ones, thereby
optimizing the semantic representation of entities. By incorporating the
weight constraint of entity connection relations, it improves the reliabil-
ity of entity-question interaction. Ultimately, QDGAT remarkably boosts
the inferential performance of KGQA by improving the accuracy of in-
ference graphs. The primary contributions of this study are summarized
as follows:

1. A dual-link graph attention network is proposed. Guided by
question semantics, the importance of neighboring entities is
evaluated from the dual dimensions of entities and relations,
accurately guiding feature information transmission and node
representation updates in the reasoning process. This solves the
reasoning deviation problem of existing GAT methods caused by
single-relation dimension evaluation and significantly enhances
the complex multi-hop reasoning ability.

2. A question-semantics-guided dynamic entity encoding method
is proposed. Using question semantics as the filtering criterion,
it dynamically enhances relation features relevant to the ques-
tion and suppresses irrelevant ones. This effectively improves the
question-domain relevance of entity semantics and enhances the
accuracy of entity importance evaluation.

3. A relation-constrained entity-question interaction technique is
proposed. By incorporating connection relations to constrain
entity-question interaction, it compensates for the limitation of
interactions between isolated entity features and question se-
mantics, suppresses noise interference from single interactions,
and stably improves the performance of the dual-link weighting
mechanism.

4. Comprehensive experiments validated the effectiveness of
the proposed approach. Experiments conducted on the
WebQuestionsSP and ComplexWebQuestions datasets demon-
strated that, in comparison with the state-of-the-art (SOTA)
model QRGAT, QDGAT enhanced the Hits@1 and F1 metrics by
1.3% and 2.7% respectively on the WebQuestionsSP dataset, and
by 2.1% and 2.9% respectively on the ComplexWebQuestions
dataset. These findings fully verify the superiority of the proposed
approach.

The remainder of this paper is organized as follows. Section 2 re-
views the related work. Section 3 elaborates on the KGQA task. Section 4
presents our proposed model and corresponding methodology. Section 5
outlines our experimental framework and design. Section 6 analyzes the
experimental results and performance. Section 7 concludes the paper
and provides future research directions.

2. Related work

This section introduces the relevant methodologies of KGQA, as
well as the research on graph neural networks in multi-hop question
answering tasks.

2.1. Knowledge graph question answering methods

SP-based approaches and IR-based approaches constitute two core
methodologies for tackling multi-hop KGQA tasks. SP-based approaches
convert natural language questions into structured representations and
retrieve answers through predefined rules and query engines. In con-
trast, IR-based methods extract key entities from questions as inference
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starting points, retrieve relevant nodes and relations from the KG to con-
struct inference subgraphs, and ultimately derive answers from these
subgraphs. By directly searching for answers in the KG with lower train-
ing costs and higher efficiency, IR-based methods have gained increasing
research attention in recent works.

Early IR-based KGQA methods [1,21] primarily relied on keyword
matching and statistical retrieval techniques—such as TF-IDF [27] and
BM25 [26]—to retrieve candidate entities and relations from knowledge
bases or related documents. While these approaches are straightforward
to implement and computationally efficient, they lack semantic mod-
eling capabilities, leaving them struggling to handle complex natural
language questions. With the advancement of word embedding tech-
niques (e.g., Word2Vec [23], GloVe [25]), researchers began mapping
both questions and the entities/relations in KGs into continuous vector
spaces to capture semantic associations. Yang et al. [40] proposed the
DistMult model, which jointly learns structured embeddings for entities
and relations, enabling efficient reasoning within the KG’s embedding
space. To meet the complex reasoning demands of multi-hop QA sce-
narios, dynamic reasoning mechanisms were subsequently introduced.
Miller et al. [24] proposed KV-Mem, a model that stores the KG as key-
value memory banks and dynamically updates reasoning instructions
to retrieve entities or relations iteratively. The EmbedKGQA method by
Saxena et al. [28] further integrates graph structural information into
entity and relation embeddings (e.g., TransE [4], ComplEx [36]), en-
hancing the capabilities of multi-hop reasoning and complex semantic
matching. Although this approach effectively fuses graph structures with
embedding representations, its static embeddings fail to adapt to the dy-
namic semantic variations of questions and are easily disrupted by noisy
information. These limitations motivated the research in this paper,
which focuses on developing question-aware entity encoding methods
to address such challenges.

2.2. Application of graph neural networks in KGQA

The development of Graph Neural Networks (GNNs) [29] has
brought significant breakthroughs to IR-based KGQA tasks [34,42]. KG is
essentially a large-scale graph structure, where entities are represented
as nodes and relations as edges. Traditional IR-based methods often
struggle to effectively capture the complex associations between enti-
ties and relations, whereas GNNs enable information propagation over
the graph and leverage neighborhood information to enhance question-
answering accuracy. GraftNet [32] integrates textual corpora with KG
and employs a Graph Convolutional Network (GCN) [14] to aggregate
information from neighboring entities. A feed-forward network is then
used to rank entities and identify answers, thereby improving the cov-
erage of potential answer entities. PullNet [31] retrieves the minimal
subgraph containing key entities from KG and ranks entities within
this subgraph to locate the correct answer, achieving superior perfor-
mance. TransferNet [30], by contrast, further incorporates relational
information into the modeling process through building explicit rela-
tion paths between topic entities and answer entities, which enhances
both the performance and interpretability of multi-hop question answer-
ing. NSM [8] presents a teacher—student learning framework combined
with a Neural State Machine, enabling synchronized bidirectional rea-
soning to learn the distribution of intermediate entities and achieving
strong results in multi-hop reasoning tasks. Building upon this line of
work, QRGAT [46] utilizes GAT to capture the dependencies among
diverse relation paths for each entity in the KG, effectively reducing in-
terference from irrelevant entities during inference. However, existing
applications of GAT in KGQA still suffer from coarse-grained model-
ing, which limits the precision of inference graph construction and
the overall reasoning performance. This limitation motivates our re-
search on a fine-grained GAT-based interaction method, aiming to boost
the accuracy and dependability of reasoning within multi-hop KGQA
tasks.
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3. Task definition

Knowledge Graph (KG): KG is a collection of triples extracted from
real-world knowledge, formalized as G = (£,R,F), where € and R denote
the set of entities and relations respectively, and F C £ X R x £ is the set
of factual triples. Each triple (h,r,f) € F indicates a relation r between
the head entity 4 and the tail entity ¢. Thus, KG can be viewed as a
directed graph where nodes denote entities and directed edges represent
relationships between entities.

Knowledge Graph Question Answering (KGQA): For a KGQA task, we
are given a natural language question ¢ = {w,,w,, ... ,w, } (where n is the
number of words) and a knowledge graph . The task is to find a set of
entities A C € from G as the answer to g; a single question ¢ may have
multiple answer entities. The core entity that serves as the starting point
of reasoning in a question is called the topic entity. In practical scenarios,
topic entities are usually extracted from natural language questions via
named entity recognition (NER) [17,19,20], relation linking [18], or
semantic parsing techniques. In this task, we assume that the topic entity
is provided, so we focus on retrieving the answer entities. According to
the complexity of the reasoning process required by question g, KGQA
tasks can be divided into two categories:

(1) Simple questions: The answers can be directly obtained by match-
ing a single triple in the KG;

(2) Complex (multi-hop) questions: It is required to connect multiple
triples within the knowledge graph and obtain answers through
multi-step inferential reasoning.

4. Methodology
4.1. Overview

The QDGAT framework proposed in this paper is illustrated in Fig. 2,
comprising four core components: a question encoder, a dynamic knowl-
edge graph encoding layer, a dual-link GAT reasoning layer, and a
reasoning graph construction layer. The specific workflow is as follows:
For the input natural language question and its topic entity, the question
is first encoded into a feature vector via the question encoder. For the
KG, relations are directly embedded into the feature space, while enti-
ties are constructed using the question-semantics-guided entity encoding
method. Starting from the topic entity, feature information is then prop-
agated layer by layer through the question-guided dual-link GAT to
update entity representations, and a fine-grained reasoning graph is con-
structed via breadth-first search. Finally, the entity that best aligns with
the question’s semantics is selected from this reasoning graph as the
answer. The detailed implementation of each component is elaborated
on in the subsequent sections.
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4.2. Question encoder

The question encoder is designed to transform a question into a
vector representation. For an input natural language question ¢ =
{w.wy,...,w,,...,w,} (Where w; represents the i-th token of the ques-
tion, and n is the length of the token sequence), each token w)j is first
mapped to a word vector representation w; € R% by a pre-trained
GloVe word embedding model [25], where d,, is the dimension of the
word embedding. To capture long-distance dependency relationships be-
tween tokens and enhance context-aware capability, we introduce the
self-attention mechanism in Transformer [37] to optimize word embed-
ding features. Meanwhile, to retain the positional information of the
sequence, positional encoding is added to the embedded vectors before
attention calculation:

PE(pos.2i) = sin| —222 @
10,000%
PE(pos.2i + 1) = cos| —22 @)
10,000%

where pos represents the position index of the token in the sequence,
d, is the feature dimension, and i represents the index of the feature
dimension. The features enhanced by the attention mechanism are input
into the BiGRU [6] for sequence modeling, and finally, the global feature
vector g € R% of the question is obtained through average pooling.

To verify the rationale of this encoder selection, we conduct a com-
parative experiment comparing it with the classic pre-trained model
BERT, and the detailed results and analysis are presented in Section 6.2
(Ablation Study).

4.3. Dynamic knowledge graph encoding layer

To obtain the embedding representation of the KG, the relation set R
of the KG is first embedded. An embedding matrix R € R"¥¢ is defined,
where m represents the total number of relations and d, represents the
embedding dimension of each relation. Each relation r € R is mapped to
the corresponding row of the embedding matrix through an embedding
function, resulting in the embedding vector representation r € R% of
the relation:

r = Emb(r;R) 3

For the entity set of KG, traditional entity encoding methods [8,46]
treat all associated relations of an entity equally when constructing its
embedding representation, without considering the influence of the cur-
rent question context, and cannot adaptively achieve alignment between

-
What Dual-Link ~ Q-R Link Reasoning Graph
movies Question GAT Construction Layer
have embedding
the Question Question
actress Encoder ﬂ
< -
Dynamic ,t I:
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Knowledge | .ycqding
Graph
Encoding answer entity
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Fig. 2. The QDGAT framework.
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Question

Fig. 3. Question-semantics-guided dynamic entity encoding process.

entity embedding and the question context. For this reason, this paper
proposes a question-semantics-guided dynamic entity encoding method:
by fusing relations related to the question and suppressing irrelevant re-
lations, dynamic entity representation oriented to the question domain
is realized, and the specific process is shown in Fig. 3. Before aggregating
associated relations to construct entity representations, the importance
of associated relations is first evaluated with question semantics and
differentiated attention is assigned. Then, the relations with the target
entity e as the head entity are aggregated into e, and the relations with
e as the tail entity are aggregated into e;,. Finally, e, and e, are fused
to obtain the representation of the target entity e. To this end, to evalu-
ate the importance of associated relations using question semantics, we
first unify the relation feature matrix R and the question feature g into
Rmxd (g = dq) based on the number of relations m in R and the question
feature dimension d,. Then, we calculate the fused feature h, € R"™¢:

h, = £, [(qIR)W,] @)

where W, € R?#*4 is the weight matrix of the linear layer; || denotes the
concatenation operation; f, is a nonlinear function, which we implement
using LeakyReLU.

After the fused feature h, is normalized by the Softmax function, the
attention weight score a, € R™ for relations is obtained. We use a, to
weight each relation in the relation matrix R and add the weighted rela-
tion features to the original relation features, which embodies residual
connection [9], to obtain the final relation matrix R,, that fuses question
semantics, calculated as follows:

d,

a, = Softmax <z h’t) 5)
i=1

R, =R+ (¢, OR) 6)

Next, we use the weighted relations to construct entity representations.
Referring to previous research [46], we concatenate the aggregated re-
lation features e;, and e,, of e to obtain the final representation e €
R (d, = 2d) of e:

e= [ein”eour] (7)

€in = Z Tin (8)
r,,,ER;v

Cout = z T out (9)
7ou €RY,

where R? and R respectively represent the sets of relation features
where e is the head entity and the tail entity, and r,, and r;, are the
relation feature vectors in R? and R!, respectively.

4.4. Dual-link GAT reasoning layer

Existing studies [10,46] employ GAT to capture dependency rela-
tionships between different relational paths, thereby effectively distin-
guishing irrelevant entities. However, traditional GAT models adopt a

Question

Q-E Link

Fig. 4. Dual-link GAT reasoning layer.

single-link architecture with a single attention mechanism, failing to
achieve deep interaction among questions, relations, and entities, which
makes it difficult to construct fine-grained reasoning graphs. To address
this, we design a dual-link reasoning architecture based on GAT (as
shown in Fig. 4). Guided by question semantics, this architecture in-
dependently evaluates the importance of neighboring entities from the
dual dimensions of entities and relations, and it completes the transmis-
sion of feature information and the update of entity representations in
the Q-R Link and Q-E Link respectively. Among them:

Q-R Link (Question-Relation Link): The significance of neighboring
entities is evaluated by computing the correlation between the question
semantics and the connecting relations.

Q-E Link (Question-Entity Link): Under the constraint of connecting
relations, the importance of neighboring entities is evaluated by assess-
ing the matching degree between question semantics and the semantics
of neighboring entities. First, information transmission is performed
based on the attention weights calculated by the Q-R Link and Q-E Link.
Meanwhile, entities update their feature representations by aggregat-
ing the weighted feature information transmitted from their neighbors.
Then, the entity representations output by the two links are fused to
construct a high-precision reasoning graph. Finally, by stacking multiple
layers of dual-link GAT, accurate modeling of the long-path information
transmission process is achieved. The detailed description is as follows:

For the #-th layer of the dual-link GAT, e denotes the target entity, n;
is its neighboring entity, and r; is the connection relation between them.
In the Q-R Link, the correlation attention score .Sr; between the question
and each relation in R is calculated. Then, the scores of all connection
relations R, of entity e are normalized to obtain the normalized attention
weight «; for each connection relation r; of entity e, and this weight is
taken as the importance weight of the neighboring entity n; connected
by r;:

exp(Sr;)
= 10
K ErkGRe exp(Sry) a0
Sr, = f, (a¥ (W,r;0q)) 1
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where W, € R¥¥4r is the weight matrix for relation features; a € R? is
the weight vector; © denotes the Hadamard product; f, is the nonlinear
function LeakyReLU used in the original GAT.

In the Q-E Link of the ¢-th layer of the dual-link GAT, first, the corre-
lation attention score Se] between the question and each entity in this
layer is calculated:

s¢/ = 7. (" (W,e;0q) a2

where W, € R¥%% is the weight matrix for entity features, b € RY is the

weight vector, and f, is the nonlinear function LeakyReLU.
Subsequently, the score of each entity is bound with the score of its

connection relation to obtain the relation-constrained entity score Se;:

Se, =W, ([Se]llsr,]) (13)

where || represents the concatenation operation; W, € R*? is the weight
matrix. Finally, the scores of all neighboring entities W, of entity e are
normalized to obtain the normalized weight g; of neighboring entity »;,
which serves as the weight of the neighboring entity calculated by the
Q-E Link:

exp(Se;)

Zekef\fe exp(Sey) 1

b=

Then, we perform information transmission and node representation
updates based on attention weights in the two links respectively. In each
link, the feature information of entity e is transmitted to its neighbor-
ing entity n; based on the attention weights. Meanwhile, for the entity
receiving information, its own representation is updated by aggregating
the feature information transmitted by its neighboring entities. For the
entity ¢/~! to be updated in the #-th layer of the dual-link GAT, by aggre-
gating the feature information transmitted by its neighboring entities,
the representations e'! and e? of this entity in the t-th layer of the dual-
link GAT are obtained, where e’! is updated by the Q-R Link and e’ is
updated by the Q-E Link:

el= Y W, (W oa)ll(Wr0q)] ()
(e,rin;))EF

2= Y AW (W 0a) I (W,r,04)] 1o
(e,r;,n;))EF

where n; represents the neighboring entity of e connected by r;; n;‘l isits
entity representation in the ¢ — 1-th layer GAT; W, € R%*%? is a weight
matrix.

Finally, we fuse the entity information of the two links to obtain the
updated representation e’ of entity e. Referring to [7,37,38], we extend
the attention mechanism of the GAT layer to multi-head attention, and
the final representation form is as follows:

e =K (el +€7) an

where k is the k-th attention head, and the final output of the dual-link
GAT layer is the concatenation of k different heads.

4.5. Reasoning graph construction layer

We use the information learned by the dual-link GAT layer to con-
struct the inference graph for the question. Inspired by previous work
[11], we regard the construction process of the inference graph as a
search process for KG. Depth-first search for large-scale KG has limita-
tions because the endpoint of the inference path cannot be determined.
Therefore, following previous methods [8,46], we perform breadth-first
search on KG starting from the topic entity to construct the inference
graph. When constructing the inference graph, referring to QRGAT, we
use the global attention score to filter out irrelevant entities.

Specifically, first, we maintain an indicator vector u’ € {0,1}
where |€| is the total number of entities in the KG. The i-th element

€]
s

Neurocomputing 696 (2026) 134001

u indicates whether the i-th entity in £ is retained as a candidate entity
in the inference graph during the r-th step of reasoning. When ¢ = 0,
only the element corresponding to the topic entity is set to 1. For each
candidate entity e; (the entity with u; = 1), we calculate its association
score Sf with the question, and normalize the association scores S! of all
entities to obtain the global attention score 6! for each candidate entity:

exp(S!
5! = softmax(S}) = L)I (18)
Zopee €Xp(S))
T (W, el o
St = I (" (Weefoq)) o (19)
— o ul’. =0

where e/ is the representation of entity e; output by the ¢-th layer of the
dual-link GAT, W, € R% is a weight matrix, ¢ € R is a weight vector,
and f, is the nonlinear function LeakyReLU.

Subsequently, the global attention score 6! is used to weight the can-
didate entities, and entities related to the question will have greater
confidence:

e = o (3le!) 20)

where ¢ adopts GRU [6] as a nonlinear function to retain the features of
entities in this layer that are not filtered out. Starting from the topic
entity, attention scores are aggregated to its neighboring entities via
breadth-first search, which are then incorporated into the inference
graph. Meanwhile, entity representations and the indicator vector u’ are
updated to advance the search process. Finally, after ¢ steps of reason-
ing, the probability of each entity serving as the answer to the question
is evaluated by calculating the similarity between entity representations
in the inference graph and the question’s semantic representation.

5. Experiments
5.1. Datasets

For the multi-hop KGQA task, we adopt two benchmark datasets:
WebQuestionsSP and ComplexWebQuestions.

WebQuestionsSP (WebQSP) [45] is a commonly used benchmark
dataset for KGQA tasks. Built on the Freebase knowledge graph [2], it
contains 4737 natural language questions along with their correspond-
ing answers. These answers are derived from entities and relations in the
KG, requiring a maximum of 2-hop reasoning on the KG. The questions
cover various query types, such as factual, counting, and path-based
questions. The dataset is split into a training set and a test set, consisting
of 3098 and 1639 questions respectively.

ComplexWebQuestions (CWQ) [35] is a benchmark dataset
specifically designed for complex KGQA tasks. Extended from
WebQuestionsSP, it comprises 34,689 questions with more intri-
cate structures. The questions in CWQ often involve complex operations
including multi-hop reasoning, nested queries, comparison, and count-
ing, which test the model’s reasoning capabilities and understanding of
the KG. Some questions even require up to 4-hop reasoning.

The splitting and preprocessing of all datasets adhere to the protocol
of He et al. [8]. The topic entities in the datasets are annotated by ex-
perts, and we use the same Freebase subset as Sun et al. [31,32] to ensure
fairness. Table 1 provides the specific statistics of the two datasets.

5.2. Implementation details

This paper employs two widely adopted evaluation metrics: Hits@1
and F1-score. Specifically, Hits@1 computes the proportion of test set

Table 1

Statistics of WebQSP and CWQ datasets.
Dataset #Training #Dev #Test #Entities #Relations
WebQSP 2848 250 1639 1,441,420 6102
CWQ 27,639 3519 3531 2,429,346 6649
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samples where the model’s top-confidence prediction aligns with the
correct answer, thus measuring the accuracy of the model’s optimal pre-
dictions. The F1-score, as the harmonic mean of precision and recall,
comprehensively assesses the model’s capability to predict all correct
answers.

In the experiments, the word embedding dimension is set to 300; the
relation embedding dimension and the encoded entity feature dimension
are both set to 200; the dimension of the question feature q is set to 100;
the number of heads in the multi-head attention mechanism is set to 8.
Regarding the number of reasoning steps (i.e., the number of GAT layers
t), we set it to 3 for the WebQSP dataset and 4 for the more complex CWQ
dataset. The learning rate (Ir) is set to 0.001, and the Adam optimization
algorithm [13] is adopted. To prevent overfitting, label smoothing with
a confidence level of 0.2 is used, and cross-entropy is employed as the
loss function to measure the difference between the model’s predicted
results and the true labels.

5.3. Baselines

In the performance comparison experiments, we select represen-
tative baselines covering both IR-based KGQA approaches and recent
LLM-related methods, as listed below:

KV-Mem [24] structurally stores triple knowledge in the form of key-
value pairs. After vectorization, it supports queries through a memory
network, enabling the model to effectively retain and retrieve semantic
evidence related to the question.

GraftNet [32] supplements graph content by introducing exter-
nal knowledge, extracts subgraphs from the topic entities involved in
the question, and uses graph neural networks to perform multi-hop
reasoning on these subgraphs.

SGReader [39] initially accumulates entity knowledge from the
question-relevant subgraph, subsequently reconstructs the question in
the latent semantic space, and employs entity knowledge to process text.
Ultimately, it fuses knowledge and textual evidence to generate answer
predictions.

PullNet [31] starts with the topic entities identified in natural lan-
guage questions. It gradually expands relevant entities to construct
knowledge subgraphs, and ultimately uses graph convolutional neural
networks for answer extraction.

EmbedKGQA [28] embeds natural language questions and knowl-
edge graphs into a unified representation space, and it selects the entity
with the highest score as the answer through link prediction methods.

TransferNet [30] activates relations through a question-guided at-
tention mechanism and gradually propagates scores between entities
in a “score transfer” manner, thereby achieving transparent and inter-
pretable multi-hop reasoning.

NSM [8] adopts a graph convolutional reasoning approach and con-
structs a neural state machine to traverse the knowledge graph step by
step. Among these, BiNSM introduces a teacher network to provide the
distribution of intermediate entities as supervision, guiding the student
network to learn more reasonable answer selection paths.

SR+NSM [47] proposes a plug-and-play subgraph retrieval compo-
nent, which significantly improves knowledge coverage and retrieval
performance when combined with NSM.

RE-KBQA [5] enhances entity representations through relations in
the knowledge graph and uses the predicted relation distribution as
an additional supervision signal to improve the accuracy of answer
prediction.

QRGAT [46] models dependencies between relational paths through
a relation-aware graph attention network and constructs an inference
graph with question guidance, thereby achieving more efficient and
goal-oriented multi-hop reasoning.

ToG [33] introduces an LLM-KG collaborative reasoning framework
that regards the LLM as an interactive agent exploring KG entities and re-
lations via beam search, performing faithful external-knowledge-guided
reasoning to alleviate hallucinations.
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Table 2
Comparison of Hits@1 and F1 scores between QDGAT
and baseline models.

Model WebQSP CWQ

Hits@1 F1 Hits@1 F1
KV-Mem 46.6 34.5 18.4 15.7
GraftNet 66.4 60.4 36.8 32.7
SGReader 66.5 58.0 - -
PullNet 68.1 - 45.9 -
EmbedKGQA 66.6 - 32.0 -
TransferNet 71.4 - 48.6 -
NSM 68.5 62.8 46.3 42.4
NSM,,, 74.3 67.4 48.8 44.0
SR+NSM 68.9 64.1 50.2 47.1
RE-KBQA 74.6 68.5 50.3 46.3
QRGAT 74.4 68.5 52.4 49.7
ToG (ChatGPT) 76.2 - 57.6 -
GNN-RAG 85.7 71.3 66.8 59.4
QDGAT(ours) 75.7 71.2 54.5 52.6

GNN-RAG [22] introduces a retrieval-augmented KGQA framework
that combines lightweight GNN-based graph retrieval with LLM rea-
soning, achieving efficient multi-hop inference while reducing LLM
dependency.

6. Experimental results and discussion
6.1. Main results

The overall results of the proposed model (QDGAT) and the compar-
ative models on the two datasets are presented in Table 2.

As shown in Table 2, our QDGAT achieves a Hits@1 score of 75.7%
and an F1 score of 71.2% on the WebQSP dataset. On the CWQ dataset,
it attains a Hits@1 score of 54.5% and an F1 score of 52.6%, outper-
forming all comparative traditional IR-based KGQA models across all
evaluation metrics. Compared with the current state-of-the-art QRGAT
model, QDGAT achieves improvements of 1.3% in Hits@1 and 2.7%
in F1 on the WebQSP dataset, along with 2.1% and 2.9% increases in
Hits@1 and F1 respectively on the CWQ dataset.

Notably, the performance improvement of QDGAT on the more com-
plex CWQ dataset is particularly significant. Analyzing the reasons, we
argue that while questions in the WebQSP dataset require a maximum
of 2-hop reasoning, those in the CWQ dataset involve up to 4-hop rea-
soning. QDGAT’s dual-link GAT architecture can enhance the accuracy
of inference graph construction, thereby reducing reasoning biases—
enabling it to achieve excellent performance on the CWQ dataset with
longer reasoning paths.

Furthermore, we select recent LLM-based KGQA methods as the
upper-bound reference. Experimental results show that the perfor-
mance gap between our proposed QDGAT and the LLM-based method
(ToG) is small, but QDGAT has obvious advantages in reasoning cost
and deployment convenience—this indicates that QDGAT can achieve
competitive reasoning performance without relying on large language
models, while significantly reducing inference cost and avoiding ex-
pensive LLM calls. In contrast, GNN-RAG, a strong LLM-augmented
KGQA framework, achieves higher accuracy via LLM-based reasoning
and retrieval augmentation, but relies heavily on large-scale model in-
ference and complex retrieval pipelines, leading to substantially higher
computational costs. Overall, these results demonstrate that although
LLM-based methods achieve better absolute performance, they operate
under a fundamentally different reasoning paradigm; our method pro-
vides a lightweight, efficient alternative with competitive performance
among non-LLM-based KGQA approaches.

6.2. Ablation study

To further verify the effectiveness of the dual-link GAT, the
question-semantic-guided entity encoding method, and the rationality
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Table 3

Results of ablation experiments on the WebQSP and CWQ datasets.
Setting WebQSP CWQ

Hits@1 F1 Hits@1 F1

QDGAT (ours) 75.7 71.2 54.5 52.6
w/0 Q-R Link 74.7(—1.0) 70.6(—0.6) 53.7(—-0.8) 51.7(-0.9)
w/o Q-E Link 74.6(—1.1) 70.7(—0.5) 53.0(—1.5) 52.0(—0.6)
w/o0 g-entity-encoding 75.1(—0.6) 70.8(—0.4) 53.9(—0.6) 51.8(—0.8)
w/o r-constrained 74.4(—1.3) 70.8(—0.4) 52.6(—1.9) 50.6(—2.0)
w/o encoder 74.9(-0.8) 70.5(—0.7) 53.4(—-1.1) 51.8(—0.8)

of the question encoder selection, we conducted comprehensive ablation
experiments, and the results are presented in Table 3.

In Table 3, “w/o Q-E Link” denotes removing the question-entity
interaction link and retaining only the Q-R Link, which corresponds
to the original baseline that solely employs question-relation interac-
tions for GAT layer reasoning. “w/o0 Q-R Link” represents removing the
question-relation interaction link and retaining only the Q-E Link for
reasoning. “w/o g-entity-encoding” indicates the elimination of ques-
tion guidance in entity encoding. “w/o r-constrained” represents the
removal of constraints on connecting relations within the Q-E Link.
“w/0 encoder” denotes replacing the GloVe+BiGRU encoder with the
pre-trained language model BERT.

It can be seen from the ablation analysis results that when only the
Q-R Link is retained (w/0 Q-E Link), the model can merely evaluate en-
tities based on the matching degree between questions and connecting
relations, failing to effectively distinguish the differences among “dif-
ferent neighboring entities linked by the same relation.” This limitation
renders the model prone to generating biases during information prop-
agation and reasoning, and such biases will continuously accumulate
and amplify in multi-hop long-path reasoning. When only the Q-E Link
is retained (w/o Q-R Link), the model merely depends on question-
entity interaction without explicit relation-level support, which may
lead to deviations in reasoning path evaluation and weaken the struc-
tural awareness during multi-hop inference. After removing question
guidance from entity encoding, noise features irrelevant to the ques-
tion are incorporated into entity representations on an equal footing
with effective features. This “undifferentiated encoding” undermines the
accurate semantic expression of entities, thereby leading to inaccurate
evaluation of the importance of subsequent neighboring entities and
deviations in the direction of information updates. A significant perfor-
mance degradation occurs when the constraints on connecting relations
in the Q-E Link are removed. The reason lies in the lack of relational
guidance, which causes the model to over-rely on isolated entity features
that are “semantically strongly correlated with entities but irrelevant to
relations.” Such “spurious strong correlation” entity features will inter-
fere with the effectiveness of link interactions, resulting in biases in the
evaluation of neighboring entity importance and ultimately impairing
the accuracy of reasoning results.

Furthermore, we replace the GloVe+BiGRU question encoder with
a BERT-based encoder for comparison. Specifically, we adopt the bert-
base-uncased model with frozen pre-trained parameters to ensure a fair
and computationally efficient evaluation. The results show that BERT
fails to deliver consistent performance improvements and even leads
to a slight performance degradation. This indicates that a stronger pre-
trained encoder does not necessarily benefit KGQA in our framework.
More importantly, the performance variation caused by replacing the
encoder is significantly smaller than that induced by modifying the core
components of our GAT-based reasoning module (as shown in Table 3).
This clearly demonstrates that the proposed reasoning module plays a
more critical role in the overall framework, rather than relying on the
encoder. Accordingly, we adopt GloVe +BiGRU as the default encoder,
as it achieves a better balance between efficiency and performance and
is more compatible with the proposed reasoning architecture.
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Table 4
The impact of different key settings in the at-
tention mechanism of dual-link GAT.

Setting WebQSP CWQ

Hits@1 F1 Hits@1 F1
(r) 74.6 70.7 53.0 52.0
(n) 74.3 70.2 52.3 50.3
(r-n) 74.7 70.6 53.7 51.7
(r;n) 74.4 70.8 52.6 50.6
(ryr-n) 75.7 71.2 54.5 52.6

6.3. Applicability analysis of the attention mechanism in dual-link GAT

To thoroughly explore the applicability of the dual-link GAT to the
KGQA task, we conducted comparative experiments on its internal at-
tention mechanism. According to Vaswani et al. [37], the input of the
attention function consists of two parts: one is the query, and the other
is a set of key-value pairs composed of keys and values. For a factual
triple (e,r,n), referring to QRGAT, we take the question g as the query
and define the value as the combination of the relation r and the neigh-
boring entity n. Based on this, we focus on investigating the impact of
the key settings in the dual-link GAT on the KGQA task. In the dual-link
GAT, we set different keys for the attention mechanism of each link: (r)
denotes using the connecting relation as the key; (1) denotes using the
neighboring entity as the key; (r-n) denotes using the combination of the
connecting relation and the neighboring entity as the key.

Specifically, the Q-R Link uses the relational feature (r) as the key,
while the Q-E Link uses the relation-constrained entity feature (r-n) as
the key. To verify the effectiveness of the dual-link structure, we intro-
duced three groups of single-link attention mechanisms for comparative
experiments, adopting (r), (n), and (r-n) as the keys for the single-link at-
tention respectively. To further validate the interaction effect between
entity features and the question, we removed the constraint on the con-
necting relation in the Q-E Link, and set the key as (n). The findings from
the experiment are presented in Table 4.

As can be observed from the experimental results, the combination
of (r,r-n) achieves the optimal performance, indicating that our dual-link
architecture and key settings are reasonable and effective. Meanwhile,
it is evident that (n), which relies solely on entity features, performs the
worst. We attribute this to two aspects: on the one hand, the lack of
explicit relations prevents it from capturing associations between enti-
ties; on the other hand, isolated entity features are susceptible to noise
interference. Additionally, (r), which depends exclusively on relational
features, fails to achieve the optimal performance either, with its short-
coming lying in the lack of assistance from entity semantic information.
Furthermore, the dual-link design (r,n) also exhibits unsatisfactory per-
formance because the interaction between entities and the question lacks
relational constraints, overlooking the importance of specific relations
connecting entities.

We further analyze the reasons for the superiority of (r,r-n). The key
lies in the fact that the core of the KGQA task is to handle the complex
interactions among “questions, entities, and relations.” Among them, re-
lations play a dual role of “connection” and “logical guide” in reasoning.
The dual-link architecture proposed in this paper achieves information
complementarity through functional division of labor: the Q-R Link fo-
cuses on “question-relation” interactions, dedicated to capturing the
matching degree between relations and question semantics and clarify-
ing the relational logic required for reasoning; the Q-E Link concentrates
on “question-entity” interactions under relational constraints, accurately
matching the semantic associations between entities and questions un-
der the guidance of relations. Compared with the single-link structure,
this architecture is more capable of achieving in-depth interactions
among questions, relations, and entities, thereby effectively enhancing
the model’s capacity to apprehend complex interactive information.
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6.4. Analysis of dynamic entity encoding effect

To further observe the impact of the question-semantic-guided dy-
namic entity encoding approach proposed in this work, we conducted
comparative experiments to compare its performance and model pa-
rameter count with those of mainstream entity encoding techniques:
entity embedding and entity context encoding (constructing entity
representations using all relations associated with the entity).

To ensure experimental fairness, the dimension of entity embedding
needs to be consistent with that of complete entity context encoding.
However, constrained by the fact that both the WebQSP and CWQ
datasets contain millions of entities, directly adopting a uniformly high
dimension will lead to a severe memory bottleneck. For this reason, we
performed adaptive optimization on the entity embedding dimension:
setting the entity embedding dimension to 50 for WebQSP and 20 for
CWQ, and then mapping them to a 200-dimensional space through lin-
ear projection to match the dimensional space of context encoding. The
experimental findings are presented in Fig. 5.

The experimental results demonstrate that compared with existing
mainstream entity encoding methods, the proposed method in this pa-
per achieves superior comprehensive performance: it not only delivers
the best reasoning performance on the KGQA task but also incurs the
lowest model memory overhead, realizing the coordinated optimization
of performance and efficiency. Analyzing the reasons, we argue that its
“question-semantic guidance” mechanism can effectively suppress irrel-
evant features, thereby enhancing the accuracy of entity representations.
Meanwhile, compared with traditional entity embedding, the dynamic

embedding approach can significantly reduce model memory overhead.
Entity embedding requires storing fixed-dimensional vectors for millions
of entities individually, whereas our question-semantic-guided entity
encoding represents entities by aggregating contextual relations, elimi-
nating the need to store independent embeddings for massive entities.
Consequently, an efficient balance between model performance and
resource efficiency is achieved.

6.5. Case study

To intuitively demonstrate the multi-hop reasoning process, inter-
pretability and robustness of QDGAT, we select a representative question
from the CWQ dataset: “What movies have the actress who is an
alumnus for West Reading El Ctr a part of?” and visualize the con-
fidence scores of candidate entities at each reasoning hop, as shown
in Fig. 6. Starting from the topic entity West Reading El Ctr (West
Reading Elementary Center), in the first hop, the model accurately
locates the Educational Record entity via the “students_graduates” re-
lation, completing the first step of reasoning: educational institution —
educational record. Notably, the model assigns a high confidence score
(0.99) to the target Educational Record node, while significantly sup-
pressing the scores of irrelevant noise nodes (e.g., Achievement, Notable
Category with scores below 0.01), demonstrating its ability to filter
invalid reasoning paths at the initial stage. In the second hop, we in-
troduce interference nodes (e.g., Michael Brown) that share the same
“education_student” relation with the target entity, to test the model’s
anti-interference capability. The model still correctly identifies Taylor
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Table 5
Performance breakdown by compositionality type on the CWQ dataset.

Question Type Total Correct Baseline QDGAT (ours) A

Composition (Multi-hop) 1546 664 41.9 43.0 +1.1
Conjunction 1575 1098 66.7 69.7 +3.0
Superlative 197 63 33.5 32.0 -1.5
Comparative 213 98 39.4 46.0 +6.6
Overall 3531 1923 52.4 54.5 +2.1

Swift as the top-scoring candidate, with a confidence score of 0.99 that
is far higher than that of the interfering node (0.001), successfully re-
alizing the accurate screening of educational record — target alumnus
actress. This verifies that QDGAT can effectively distinguish target en-
tities from noise in complex KG environments. In the third hop, based
on the “performance_film” relation, the model further associates Taylor
Swift with the target answer The Giver, assigning a final confidence score
of 0.99, and completes the full reasoning chain: actress — participating
movies. This case fully demonstrates that QDGAT has excellent reason-
ing interpretability, strong anti-interference capability and robustness in
complex multi-hop reasoning scenarios. It can stably lock in target en-
tities along the reasoning path, effectively suppress noise interference,
and provide reliable interpretability for the entire reasoning process,
which is crucial for practical KGQA applications.

To further systematically analyze the strengths and limitations of
QDGAT, we present a performance breakdown across four official
compositionality types on CWQ, as shown in Table 5.

From the overall performance perspective, QDGAT shows distinct
performance differences across different question types. Among the four
official compositionality types, the model performs the best on conjunc-
tion questions (69.7% Hits@1), which is 3.0% higher than the baseline,
demonstrating its strong ability in modeling multiple semantic con-
straints and accurate knowledge retrieval. The second-best performance
is observed on comparative questions (46.0% Hits@1), with a significant
improvement of 6.6% over the baseline, reflecting enhanced capability
in numerical comparison reasoning. In contrast, QDGAT performs the
worst on composition (multi-hop) questions, with only 43.0% Hits@1
(though still 1.1% higher than the baseline), indicating that multi-hop
reasoning remains the primary limitation of the model. Additionally,
the model achieves relatively low performance on superlative questions
(32.0% Hits@1), which is slightly inferior to the baseline, revealing
another weakness in handling ranking and ordering logic.

For failure cases, the primary limitation of QDGAT lies in multi-hop
composition reasoning: in long relational chains, the model occasion-
ally suffers from intermediate entity drift, leading to gradual deviation
from the correct reasoning path and further affecting the final answer
accuracy. Another typical failure case is the limited capability in nu-
merical ordering reasoning for superlative queries, such as identifying
the “latest” or “largest” target entities, which results in lower accuracy
compared to the baseline. It should be noted that these limitations are
common challenges in most existing KGQA systems, as multi-hop rea-
soning and logical ordering require more complex semantic modeling.
Despite these shortcomings, QDGAT still achieves consistent improve-
ments over the baseline across most question types, fully validating its
effectiveness and robustness in practical KGQA scenarios.

7. Conclusion

To address the issue that existing GAT-based multi-hop KGQA tasks
lack in-depth interactions among questions, entities, and relations dur-
ing information propagation and node updates, this paper proposes a
novel question-aware dual-link graph attention network. By designing
a dual-link reasoning architecture, QDGAT accurately quantifies the
importance of neighboring entities from both entity and relation dimen-
sions, resolving reasoning biases caused by single-dimensional evalu-
ation and significantly enhancing the capability of complex multi-hop
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reasoning. A question-semantic-guided dynamic entity encoding method
is introduced to achieve precise alignment between entity representa-
tions and question contexts, suppressing irrelevant noise interference.
Additionally, relation constraints are incorporated to optimize entity-
question interactions, making up for the limitations of isolated in-
teractions. Experimental results demonstrate that QDGAT outperforms
state-of-the-art models in both Hits@1 and F1 metrics on the WebQSP
and CWQ benchmark datasets; particularly, it achieves more substan-
tial performance improvements on the challenging CWQ dataset that
requires 4-hop reasoning, verifying its advantages in complex multi-
hop reasoning scenarios. Meanwhile, we also observe that QDGAT still
has limitations on composition (multi-hop) questions and superlative
questions. Future research will continue to explore methods to enhance
multi-hop reasoning capabilities, and also focus on collaborative inte-
gration with large language models: constructing a “retrieval-reasoning-
generation” framework, using the proposed model to accurately extract
reliable answer candidate sets from knowledge graphs to constrain the
generation process of LLMs, while leveraging LLMs to optimize question
semantic understanding. Through this bidirectional complementarity,
we aim to address the shortcomings of both methods, explore solutions
to the LLM hallucination problem, and further improve the performance
of knowledge graph question answering tasks.
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